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Abstract—The Internet of Things, IoT, is expected to revolu-
tionize our lives, and their security of paramount importance. Ma-
chine learning, on the other hand, has found many applications
in computer security in general, and IoT security in particular. In
this tutorial, we review the state-of-the-art on machine learning
applications for end-to-end Internet of Things systems security,
by touching upon security issues at the hardware, software, and
protocol level and how they are addressed using machine learning.
Through this tutorial, we teach the various approaches used
for performing behavior-based analyses used for engineering (or
automatically extracting) features from the behavior of software
associated with its use, the characteristics of hardware associated
with baselines and behaviors of sensors, and the communication
protocol-level artifacts. We review the existing literature on
applications of such approach, including malware detection and
behavior profiling and fingerprinting. We supplement our tutorial
with a look into the applications of deep learning to such
application area, and how advances in GPU-CPU co-design can
further make those applications of machine learning real-time.
Finally, we conclude with open directions, where the community
has to come together and address the problems at hand.

I. EXECUTIVE SUMMARY

Internet of things devices and their use are on the rise, and
they are expected to revolutionize our way of living, especially
in applications such as home networks. However, with this
promise and potential come various security challenges, and
among the most important of those challenges is the advanced
persistent threats (APT), including malware. With APT, an
adversary would not be able to only breach the security and
privacy of users and home network devices, but as well affect
their safety. Unlike mass-market malicious software, which can
be easily identified using signatures of behavior, APTs are
stealthy, requiring new capabilities that can better meet the
needs in the home network with its specifics.

Today, even the simplest computer system found in IoT
settings encompasses a complex convergence of software,
hardware, and protocol designs and entities. The security and
reliability of such entities is of paramount importance to
those systems. For example, todays consumer-grade tablets
found in smart home networks are featured with complex
software, such as Android and its applications, sophisticated
hardware featured with a large array of sensors and peripherals,
and many interdependent communication protocols. The same
features are associated with many Internet of Things devices,
including home entertainment systems, smart TV, etc. The
security and reliability of each and every of those entities in
such systems is of paramount importance to their operation. To
this end, to secure the Internet of Things, there are two general
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approaches: the clean slate approach and the incremental
approach. The former approach is prohibitively expensive,
and does not address the needs of legacy and well deployed
systems, which are the advantages of the latter approach.
Manually addressing security issues using the second approach
does not scale to the size of the problems faced by todays
complex computer systems, thus automation is required. One
of the approaches to automated the security analysis and
defense in computer systems is through machine learning: fully
automated algorithms to detect security issues in the design
and operation of computer systems, at the software, hardware
and protocol level, and to guide defenses.

In this tutorial, we review the state-of-the-art on machine
learning applications for end-to-end Internet of Things systems
security, by touching upon security issues at the hardware,
software, and protocol level and how they are addressed
using machine learning. Through this tutorial, we will teach
the various approaches used for performing behavior-based
analyses used for engineering (or automatically extracting)
features from the behavior of software associated with it use,
the characteristics of hardware associated with baselines and
behaviors of sensors, and the communication protocol-level ar-
tifacts. We survey the existing literature on applications of such
approach, including malware detection and behavior profiling
and fingerprinting. We supplement our tutorial with a look into
the applications of deep learning to such application area, and
how advances in GPU-CPU co-design can further make those
applications of machine learning more practical. Finally, we
conclude with open directions, where the community has to
come together and address the problems at hand.

II. OUTLINES

Our tutorial is three parts: an introduction to the Internet of
Things, Machine learning approach IoT security, and making
machine learning practical (which includes open directions).
Each of those parts will be over one hour (tentatively). The
first part will be led by Dr. Kim, except for the “overview
of the security threats landscape in the Internet of Things”.
The second part will be lead by Dr. Mohaisen, except the last
avenue of application to hardware security. The final part will
be co-led by both presenters; Dr. Kim will present the GPU
computing section, and Dr. Mohaisen will present the rest.

An Introduction to the Internet of Things. In this 1-hour
lecture we review basics of the Internet of Things, including
the following topics: 1) A three layer-approach to IoT design:
device, network and service, 2) An alternative approach to IoT
research: software, hardware, and protocol, 3) An overview



of the security threats landscape in the Internet of Things; a)
Taxonomy of security threats (Attack surface analysis, Vul-
nerability/defense approach and limitations), b) Layer-specific
security threats (Security threats due to the hardware, Security
threats due to the hardware, Security threats due to protocols,
A classical view of security threats: device, service), and 4)
On the need for security automation.

Internet of Things Security: Machine Learning Approach.
In this 1-hour lecture, we various aspects, including a moti-
vation of why machine learning is the right approach to the
problem at hand, what are the other alternatives that could be
used for addressing the problem, and limitations of machine
learning. Second, we cover common themes of machine learn-
ing applications and avenues to addressing the security of IoT,
including behavioral analysis, features engineering, training
and ground truth discovery, and evaluation and consensus. We
supplement this general framework by analyzing three different
applications, namely malware classification, protocol analysis
and hardware security analysis.

Making Machine Learning Practical. In this final 1-hour lec-
ture we cover practical considerations of machine learning for
IoT. Namely, we consider practical considerations for multi-
layered designs, the use of GPU to scale machine learning
techniques, e.g., by boostrapping malware classification, and
on the challenge of deploying machine learning in adversarial
environments (i.e., adversarial machine learning). We sum up
this lecture with open directions and concluding remarks.

III. SPEAKERS

The presentation of this tutorial at IEEE ICC 2018 is the
first time it is presented in a conference. We aim to present the
tutorial at other conferences, with feedback collected at ICC
2018 to guide the future offerings of the tutorial. The authors
have a rich experience on the problem at hand, including
a large number of peer-reviewed publications, and existing
funded projects from several industrial and government spon-
sors on systems security (including NVIDIA, Amazon, NSF,
KRF, AFOSR, and AFRL). Sample publications on the topic
include the work in [4], [31], [9], [2], [, IS, (7], (100, [6], 18]
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